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The motivating story

THE IKEA KITCHEN BUILDERS

We build your kitchen in one day

Just call 0 800 222 333
and tell us two dates between which

you wish us to come



A scheduling problem
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day 1 2 3 ...• Orders are n jobs with release 
times and strict deadlines 
(integers)

• Processing time =1

• We have 3 parallel machines

• However some jobs require 
only 1 arbitrary machine, 
while some require all 3 
(small/tall jobs)

• Goal: find feasible schedule 
serving all jobs
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(Open problem)

• 3 parallel machines

• n jobs with release time 
rj, deadline dj, and 
arbitrary size sj∈{1,2,3}

• Is is possible to find a 
feasible schedule in 
polynomial time ?
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How to find a polynomial time algorithm ?

Formalize problem

solve by hand 
small instances

get intuition and understand 
the structure of the problem

design an algorithm

model it as a integer linear 
program

show that the relaxed LP has 
always an integer solution

simplify the LP so it becomes a 
flow problem 





Model it as an integer LP
• First : we can assume that there are n time points (1..n) 

otherwise the problem consists of independent subproblems.

• Each job j has a release time rj, deadline di, size sj∈{1,3}

• Xjt=1 means job j schedules at time t (else Xjt=0)

• solve (no objective function)
∀j∀t
 
 
 0≤Xjt≤1

∀j∀t∉[rj,dj)
 Xjt=0
 
 – release times, deadlines are respected

∀j
 
 
 
 ∑t Xjt=1
 – every job is scheduled

∀t
 
 
 
 ∑j sjXjt≤3
 – 3 machines are enough



Integral solutions
• Theorem [Baptiste,Schieber’03] If the LP 

is feasible then it has an integral solution, 
in fact they give some objective function 
and show that the optimum is integral

• The LP has O(n2) variables and O(n2) 
constraints

• So the problem can be solved in expected 
time O(n4) and worst case time O(n10)



General proof technique
• Fix some objective function, and some 

fractional solution X

• Show that (1) either it is not optimal, or 
(2) it is not a vertex of the polytope 

• (2:) Find two disjoint sets of fractional 
variables S-, S+ such that every tight 
constraint contains as many var. from S- 
than from S+

• Then decreasing S- by ε and increasing S+ 
or the other way round preserves all 
constraints. So this is not a vertex.

+ ε -ε

-ε + ε



When does a LP has integral solution ?

• min cTx, s.t. Ax≤b, b integral

• Theorem: all vertices of the polytope are 
integral if A is totally unimodular, i.e. for 
any c,b, the LP has an integral optimum

• Defintion: A is totally unimodular if every 
squared submatrix has determinant -1,0, 
or +1



• Thm [Poincaré’1900] The incidence 
matrix of a directed graph is totally 
unimodular

• Thm [Seymour’83] The set of all totally 
unimodular matrices is generated by all 
incidence matrices, and two specific 5x5 
matrices under some operations.

Total unimodularity
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1 0 -1
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0 1 -1



Our contribution
• Baptiste and Schieber’s LP is not totally 

unimodular (it has coefficients 3), but still 
has always an integral optimum

objective vector

fractional vertex
integral vertex



Our contribution
• We project the search space on a lower 

dimensional space

objective vector



Our contribution
• The result is a LP which is totally 

unimodular and corresponds to a shortest 
path problem

objective vector
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Our new linear program
• Instead of computing the 

actual schedule (Xjt) we 
only decide on the 
execution slots for large 
jobs (Yt=1 if there is a large 
job scheduled at t)
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Our new linear program
• Instead of computing the 

actual schedule (Xjt) we 
only decide on the 
execution slots for large 
jobs (Yt=1 if there is a large 
job scheduled at t)
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Our new linear program
• Sum constraints on Xjt to get constraints 

on Yt

• ∀j∀t
 
 
 0≤Xjt≤1

∀j∀t∉[rj,dj)
 Xjt=0
 


∀j
 
 
 
 ∑t Xjt=1


∀t
 
 
 
 ∑j sjXjt≤3




Our new linear program
• Sum constraints on Xjt to get constraints 

on Yt

• ∀j∀t
 
 
 0≤Xjt≤1

∀j∀t∉[rj,dj)
 Xjt=0
 


∀j
 
 
 
 ∑t Xjt=1


∀t
 
 
 
 ∑j sjXjt≤3


• ∀t
 
 0≤Yt≤1

∀s,u
 ∑t∈[s,u) Yt ≥Asu

∀s,u
 u-s-∑t∈[s,u) Yt ≥⎡Bsu/3⎤

• where
Asu
:= |{j: sj=3 ∧[rj,dj]⊆[s,u]}|

Bsu
:= |{j: sj=1 ∧[rj,dj]⊆[s,u]}|




slotsjobs

The ILP solves the problem
• By Hall’s theorem we can assign jobs to 

slots

• Simply EDD assign large jobs, then small 
jobs in remaining slots
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• ∀t
 
 0≤Yt≤1

∀s,u
 ∑t∈[s,u) Yt ≥Asu

∀s,u
 u-s-∑t∈[s,u) Yt ≥⎡Bsu/3⎤

• where
Asu
:= |{j: sj=3 ∧[rj,dj]⊆[s,u]}|

Bsu
:= |{j: sj=1 ∧[rj,dj]⊆[s,u]}|




The LP is totally unimodular
• additional transformation: Zt=Yt+...+Yn-1, Zn=0

• the LP is a shortest path problem

• ∀t
 
 0≤Zt-Zt+1≤1

∀s,u
 Zs-Zu ≥Asu

∀s,u
 Zs-Zu ≥⎡Bsu/3⎤

• ∀t
 
 0≤Yt≤1

∀s,u
 ∑t∈[s,u) Yt ≥Asu

∀s,u
 u-s-∑t∈[s,u) Yt ≥⎡Bsu/3⎤
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• 3|ri,sizei∈{1,3},pi=1|Lmax

[Baptiste,Schieber’05] LP(n2 var.)
[D,Hurand’06] comb. alg. in O(n3).

• Offline caching with prefetching
[Albers,Garg,Leonardi’00] LP(n2F var.)
[D,Hurand’06] comb. alg. in O(n3).

Where our method worked

Corollary 1 The tall/small scheduling problem can be solved in worst case time O(n3).

Proof: As in the second section, we have a linear program with O(n) variables and O(n2)
constraints which can be produced in time O(n2). We just take an arbitrary objective function
in which all the variable coefficients are positive, and build the associated graph as in the
previous section. Then we compute the all shortest paths from the source x0, in time O(n3).
If this computation detects a negative cycle, then the problem has no solution. Otherwise,
we get the skeleton of a solution to the problem that minimize the total completion time of
the tall jobs. Finally if there is a solution, the standard earliest due date assignment, first of
tall jobs, then of small ones, produces a valid schedule in time O(n log n). !

Here again, a direction that we are still exploring is to find another shortest path algorithm,
better fitted for these specific graphs, that could improve this complexity.

4 Prefetching

Caches are used to improve the memory access times. In this context the memory unit is
called a page, and is stored on a slow disk. The cache can store up to k pages. Now if a page
request arrives, and the page is already in the cache, it can be served immediately, otherwise
it must first be fetched from the disk, and that introduces a stall time of F units. In the latter
case the new page replaces some other page currently in the cache. The time F represents the
time to read the new page in the case of a read only memory or additionally to write the old
page on the disk in the case of a read/write memory. The idea of prefetching is to fetch a page
even before it is requested, so as to reduce the stall time: During a fetch which evicts some
page y replacing it by some page z, other requests can be served for pages currently in the
cache and different from y or z. In the single disk model we consider here, only a single fetch
can occur at the same time. The goal is, knowing in advance the complete request sequence,
to come up with a prefetch schedule, which minimizes total stall time.
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Figure 2: An optimal prefetching for a cache of size k = 3, and a fetch duration F = 4.

While the real life problem is on-line, and has been extensively studied by Cao et al. [6],
the offline problem has first been solved in 1998 [3], by the use of a linear program, for which it
was shown that it always has an optimal integer solution, while not being totally unimodular.
Later in 2000 [2], a polynomial time algorithm was given modeling the problem as a multi
commodity flow with some postprocessing. Formally the problem can be defined as follows.

The Offline Prefetching problem The input is a page request sequence x1, . . . , xn, an
initial cache set C1, and a fetch duration F . Let k = |C1| be the cache size. A fetch is a
tuple (s, y, e, z), where y, z are pages and s, t ∈ [1, n] are time points with s ≤ e ≤ s+F . The
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• P|ri,pi=p,Di|∑wiCi

[Brucker,Kravchenko’05] LP(n3 var.)

Where our method failed



LP which we suspect to 
have always an integral optima

• 1|ri,pi=p,pmtn|∑wiCi

 Baptiste,Chrobak,Hurand,Sgall,...

• we know that there are always integral optima 
when p>max ri

• we don’t know even for ri=i,p=2

1 2 3 3 2 4 4 1
r1 r2 r3 r4


