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Deep Learning for Music Generation – Technical Challenges
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1. Ex Nihilo Generation
» vs Accompaniment (Need for Input)

2. Length Variability
» vs Fixed Length

3. Content Variability
» vs Determinism

4. Control
» ex: Tonality conformance, Maximum number of repeated notes…

5. Structure
6. Originality

» vs Conformance

7. Incrementality
» vs Single-step or Iterative Generation

8. Interactivity
» vs (Autistic) Automation

9. Explainability
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#1 Limitation – Generation (Without or With Minimal Input)

3

– #1 Partial Solution
– Via Decoding (Autoencoder)

» Ex: DeepHear [Sun, 201X]

Neural Network with Input Layer = Output Layer
– Diabolo shape

– Self-Supervised Training
– Output = Input
– Learning Identity
– Learns to compress and reconstruct data
– Extracts significant/discriminating features

Autoencoder
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Autoencoder

• Symmetric Neural Network
• Trained with examples as input and output
• Hidden Layer will Learn a Compressed Representation at the Hidden

Layer (Latent Variables)

4
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Autoencoder Self-Supervised Training

• Training (finding θ(1) and θ(1,2)) on Input Dataset : X :

• Self-Supervised Training implemented through Supervised Training
with Output = Input : X : Learn Identity with Sparsity Constraint [Ng 2012]
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• Sparse Autoencoding [Olshausen & Field, 1996] [Ng, 2012]
• Originally developed to explain early visual processing in the brain (edge

detection)
• Learns a Dictionary of bases Φ1, … Φk so that each input can be

approximately decomposed (recomposed) as: x ≈ j=1
kΣ aj Φj

such as aj are mosty zero (sparsity constraint)

• "Invents" (learns) higher level features (e.g., edges)
• Sparsity forces specialization (feature detector) of each unit
• Alternative Non supervised learning architectures, e.g., Restricted Boltzman

Machines (RBM) [Smolensky 1986] [Hinton et al. 2006]  

Sparse Autoencoder Learning Features

Images (Examples) xi

Features: Φ1, … Φk

[Ng, 2013]

Autoencoder
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#1 Limitation – Generation –
#1 Partial Solution – Stacked Autoencoders
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#1 Autoencoder

#1 Decoder

#1 Encoder

#2 Autoencoder
#2 Decoder

#3 Decoder

#2 Encoder

#4 Encoder

#3 Autoencoder

#3 Encoder

#4 Decoder
#4 Autoencoder

DeepHear Architecture [Sun, 2016]

Bottleneck Layer
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Ex1: DeepHear [Sun, 2016]
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1. Pre-Training in Cascade (Layer by Layer)
– Dataset: 600 Ragtimes (Scott Joplin)
– Representation: Pianoroll

2. Self-Supervised Training
– Learns to compress and reconstruct data
– Extracts Features
– Bottleneck Layer = 16 neurons

time

notes

Input

Output = Input

Bottleneck Layer

Training
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DeepHear

9

3. Generation
– Input Random Data into 16 Neurons Middle Layer
– Melody: Output of the Higher Layer Decoder

Input Bottleneck Layer

Output
Generation

https://fephsun.github.io/2015/09/01/neural-music.html

https://fephsun.github.io/2015/09/01/neural-music.html
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Auto(Encoder)Bach
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Label elements all 0

Label elements all 1

Label elements random [0, 1]

Corpus:
Soprano parts of Bach Chorales
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Autoencoder MNIST (Handwritten Digits)
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label1 = []
for i in range(hidden_layer_size):

label1.append(random.uniform(-1, 1))

digit1 = decoder.predict(np.array([label1]))[0]
digit1 = digit1.reshape(28, 28)

fig, ax = plt.subplots()
im = ax.imshow(digit1)
plt.show()

label1

digit1

digit2

784
200
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Autoencoder MNIST (Handwritten Digits)
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label1

digit1

digit2
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Other Example – Creating Non-Digits

13
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New Types Generation [Kazakçi et al., 2016]

1. Create a Sparse Autoencoder
– Convolutional Autoencoder

(3 Encoding Layers; 1 Decoding Layer)

2. Train it on Objects Dataset
– Hand Written Digits: MNIST dataset [Lecun & Cortes, 2012]

3. Feed Forward Random Image into Autoencoder
– Output Image is Degraded but Features Emerge

4. Reiterate Feeding in Autoencoder with Output as Input until Fixed Point

14
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New Types Generation

15Clusters Distance

Digits 1
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Variational Autoencoder

16
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Variational Autoencoder (VAE) [Kingman & Welling, 2014]

17

• Constraint:
• Encoded representation (latent variables z) follow some prior probability

distribution p(z), usually, a Gaussian distribution (normal law)

• Non optimized implementation:
• Adding a specific term to the cost function, by computing the cross-entropy

between the values of the latent variables and the prior distribution

• The VAE decoder part will learn the relation between a Gaussian distribution 

of the latent variables and the learnt examples

• A VAE is able to learn a smooth latent space mapping to realistic examples
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Variational Autoencoder (VAE) [Kingman & Welling, 2014]
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• Additional Constraint:
• Encoded representation (latent variables z) follows some prior probability

distribution p(z), usually, a Gaussian distribution (normal law)

• Reparameterization Trick

• The VAE decoder part will learn the relation between a Gaussian distribution 

of the latent variables and the learnt examples

• A VAE is able to learn a smooth latent space mapping to realistic examples

In order to optimize the KL divergence, we need to apply a

simple reparameterization trick: instead of the encoder

generating a vector of real values, it will generate a vector of

means and a vector of standard deviations.

This lets us calculate KL divergence as follows:

When we're calculating loss for the decoder network, we can

just sample from the standard deviations and add the mean,

and use that as our latent vector:

latent_loss	=	KL-Divergence(latent_variable,	unit_gaussian)		
loss	=	generation_loss	+	latent_loss		

#	z_mean	and	z_stddev	are	two	vectors	generated	by	encoder	network
latent_loss	=	0.5	*	tf.reduce_sum(tf.square(z_mean)	+	tf.square

samples	=	tf.random_normal([batchsize,n_z],0,1,dtype=tf.float32
sampled_z	=	z_mean	+	(z_stddev	*	samples)		

[Frans, 2016]
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AE vs VAE (1/3)

• Inspired from
• Joseph Rocca, Understanding Variational Autoencoders (VAEs) –

Building, step by step, the reasoning that leads to VAEs, Towards Data 
Science Blog, 23 September 2019

• https://towardsdatascience.com/understanding-variational-autoencoders-
vaes-f70510919f73

• Irregular latent space prevents us from using autoencoder for new content 
generation

19
[Rocca, 2019]

https://towardsdatascience.com/understanding-variational-autoencoders-vaes-f70510919f73
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AE vs VAE (2/3)

20[Rocca, 2019]

• Regularization brings:
– Continuity
– Completeness

• By enforcing distribution produced by the encoder to be close to a 
standard normal distribution:
– Covariance matrices to be close to the identity, preventing punctual

distributions
– Mean to be close to 0, preventing encoded distributions to be too far apart

from each others
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AE vs VAE (3/3)

21[Rocca, 2019]

• Regularisation tends to create a “gradient” over the information encoded
in the latent space
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AE vs VAE

22

[Rocca, 2019]
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Representation/Manifold Learning

3D Earth 2D Map
23

CHAPTER 5. MACHINE LEARNING BASICS

5.11.3 Manifold Learning

AG BFIHKMaGM <HG<>IM NG=>KERBG@ FaGR B=>aL BG Fa<ABG> E>aKGBG@ BL MAaM H? a

FaGB?HE=.

A manifold BL a <HGG><M>=�K>@BHG. MaMA>FaMB<aEER,�BM�BL a L>M H? IHBGML,
aLLH<BaM>= PBMA a G>B@A;HKAHH= aKHNG= >a<A IHBGM. FKHF aGR @BO>G IHBGM, MA>
FaGB?HE= EH<aEER aII>aKL MH ;> a EN<EB=>aG LIa<>. IG >O>KR=aR EB?>, P> >QI>KB>G<>
MA> LNK?a<> H? MA> PHKE= aL a 2-D IEaG>, ;NM BM BL BG ?a<M a LIA>KB<aE FaGB?HE= BG
3-D LIa<>.

TA> =>rGBMBHG H? a G>B@A;HKAHH= LNKKHNG=BG@ >a<A IHBGM BFIEB>L MA> >QBLM>G<>
H? MKaGL?HKFaMBHGL MAaM <aG ;> aIIEB>= MH FHO> HG MA> FaGB?HE= ?KHF HG> IHLBMBHG
MH a G>B@A;HKBG@ HG>. IG MA> >QaFIE> H? MA> PHKE=nL LNK?a<> aL a FaGB?HE=, HG> <aG
PaED GHKMA, LHNMA, >aLM, HK P>LM.

AEMAHN@A MA>K> BL a ?HKFaE FaMA>FaMB<aE F>aGBG@ MH MA> M>KF oFaGB?HE=,p BG

Fa<ABG> E>aKGBG@ BM M>G=L MH ;> NL>= FHK> EHHL>ER MH =>LB@GaM> a <HGG><M>= L>M
H? IHBGML MAaM <aG ;> aIIKHQBFaM>= P>EE ;R <HGLB=>KBG@ HGER a LFaEE GNF;>K H?
=>@K>>L H? ?K>>=HF, HK =BF>GLBHGL, >F;>==>= BG a AB@A>K-=BF>GLBHGaE LIa<>. Ea<A
=BF>GLBHG <HKK>LIHG=L MH a EH<aE =BK><MBHG H? OaKBaMBHG. S>> r@NK> ?HK aG5.11
>QaFIE> H? MKaBGBG@ =aMa ERBG@ G>aK a HG>-=BF>GLBHGaE FaGB?HE= >F;>==>= BG MPH-
=BF>GLBHGaE LIa<>. IG MA> <HGM>QM H? Fa<ABG> E>aKGBG@, P> aEEHP MA> =BF>GLBHGaEBMR
H? MA> FaGB?HE= MH OaKR ?KHF HG> IHBGM MH aGHMA>K.�TABL H?M>G AaII>GL PA>G a
FaGB?HE= BGM>KL><ML BML>E?. FHK >QaFIE>, a r@NK> >B@AM BL a FaGB?HE= MAaM AaL a LBG@E>
=BF>GLBHG BG FHLM IEa<>L ;NM MPH =BF>GLBHGL aM MA> BGM>KL><MBHG aM MA> <>GM>K.
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F?gKHe 5.11: DaJa IaCFBed fHEC a d?IJH?bKJ?ED ?D a JME-d?CeDI?EDaB IFace J>aJ ?I acJKaBBO
cEDceDJHaJed DeaH a EDe-d?CeDI?EDaB CaD?fEBd, B?Ae a JM?IJed IJH?Dg. T>e IEB?d B?De ?Dd?caJeI
J>e KDdeHBO?Dg CaD?fEBd J>aJ J>e BeaHDeH I>EKBd ?DfeH.
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Manifold :
Set of connected points

But can be approximated by
a smaller number of dimensions,
each dimension corresponding

to a local variation

In a high-dimensional space

Analogy:
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Variational Autoencoder

24

[Dykeman, 2016]
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Variational Autoencoder

25

Generation
by Exploring the Latent Space
and Decoding

[Dykeman, 2016]
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VAE vs AE Generation (MusicVAE [Roberts et al., 2018])

Non Variational

Variational

26

https://magenta.tensorflow.org/music-vae

https://magenta.tensorflow.org/music-vae
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Variational Generation
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Exploration of the latent space with various operations to control/vary the 
generation of content

Ex:
• Translation
• Arbitrary path
• Interpolation (morphing) (between points)
• Averaging (of some points)
• Attribute arithmetic

– Addition or subtraction of an attribute vector capturing a given characteristic
– This attribute vector is computed as the average latent vector for a collection of 

examples sharing that attribute (characteristic)
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Variational Autoencoder
Ex. of Attribute Arithmetic

28[Li et al., 2016]

Attribute
Initial Image
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VAE MNIST [Keras/Cholet, 2016]

29

Label = (z1, z2)

digit1

digit2

784
512

2
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VAE MNIST [Keras/Cholet, 2016]
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16/04/2019 Building Autoencoders in Keras

https://blog.keras.io/building-autoencoders-in-keras.html 14/14

That�s it� If 4ou have suggestions for more topics to be covered in this post ¢or in future posts£� 4ou
can contact me on T2itter at ²fchollet�

References

¤}¥ Wh4 does unsupervised pre�training help deep learning�

¤~¥ Batch normali5ation� Accelerating deep net2ork training b4 reducing internal covariate shix�

¤�¥ Deep Residual Learning for Image Recognition

¤�¥ Auto�Encoding Variational Ba4es

Po2ered b4 pelican� 2hich takes great advantages of p4thon�

z1

z2

[Cholet, 2016]



Deep Learning – Music Generation – 2019Jean-Pierre Briot

Latent Space Distribution

16/04/2019 BXilding AXtoencoders in Keras

https://blog.keras.io/bXilding-aXtoencoders-in-keras.html 13/14

        baWch_Vi]e=baWch_Vi]e, 
        YalidaWiRQ_daWa=([_WeVW, [_WeVW)) 

Beca0se o0r latent space is t2o�dimensional� there are a fe2 cool 1is0ali5ations that can be done
at this point� One is to look at the neighborhoods of diwerent classes on the latent ~D plane�

[_WeVW_eQcRded = eQcRdeU.SUedicW([_WeVW, baWch_Vi]e=baWch_Vi]e) 
SlW.figXUe(figVi]e=(6, 6)) 
SlW.VcaWWeU([_WeVW_eQcRded[:, 0], [_WeVW_eQcRded[:, 1], c=\_WeVW) 
SlW.cRlRUbaU() 
SlW.VhRZ() 

Each of these colored cl0sters is a t4pe of digit� Close cl0sters are digits that are str0ct0rall4 similar
¢i�e� digits that share information in the latent space£�

Beca0se the VAE is a generati1e model� 2e can also 0se it to generate ne2 digits� Here 2e 2ill scan
the latent plane� sampling latent points at reg0lar inter1als� and generating the corresponding digit
for each of these points� This gi1es 0s a 1is0ali5ation of the latent manifold that �generates� the
MNIST digits�

# diVSla\ a 2D PaQifRld Rf Whe digiWV 
Q = 15  # figXUe ZiWh 15[15 digiWV 
digiW_Vi]e = 28 
figXUe = QS.]eURV((digiW_Vi]e * Q, digiW_Vi]e * Q)) 
# Ze Zill VaPSle Q SRiQWV ZiWhiQ [-15, 15] VWaQdaUd deYiaWiRQV 
gUid_[ = QS.liQVSace(-15, 15, Q) 
gUid_\ = QS.liQVSace(-15, 15, Q) 
 
fRU i, \i iQ eQXPeUaWe(gUid_[): 
    fRU j, [i iQ eQXPeUaWe(gUid_\): 
        ]_VaPSle = QS.aUUa\([[[i, \i]]) * eSVilRQ_VWd 
        [_decRded = geQeUaWRU.SUedicW(]_VaPSle) 
        digiW = [_decRded[0].UeVhaSe(digiW_Vi]e, digiW_Vi]e) 
        figXUe[i * digiW_Vi]e: (i + 1) * digiW_Vi]e, 
               j * digiW_Vi]e: (j + 1) * digiW_Vi]e] = digiW 
 
SlW.figXUe(figVi]e=(10, 10)) 
SlW.iPVhRZ(figXUe) 
SlW.VhRZ() 

31z1

z2

[Cholet, 2016]

Digit
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Attribute Arithmetic

32

• (Characteristics) Attribute Arithmetic
– Addition or subtraction of an attribute vector capturing a given characteristic
– This attribute vector is computed as the average latent vector for a collection of examples

sharing that attribute (characteristic)
• Select a set of round and angular digits images

– round_numbers = [3, 6, 8, 9]
– angular_numbers = [1, 4, 7]

• Encode each one
– _, _, z_round_elements = encoder.predict(np.array(round_elements))
– _, _, z_angular_elements = encoder.predict(np.array(angular_elements))

• Compute the mean of the (z) corresponding latent variable values
– z1_mean_round_elements = mean(z1_round_elements)
– z1_mean_angular_elements = mean(z1_angular_elements)
– …

• Do attribute arithmetic
– def roundify(z):
– z_rounded = [z[0] + z1_mean_round_elements, z[1] + z2_mean_round_elements]
– return(decoder.predict(np.array([z_rounded]))[0])
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Examples

33

Roundify

Angularify
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AutoVarBach
Z1 Step Interpolation

34z1

P1

P2

P3

P4

z2

P1 P2 P3 P4
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AutoVarBach
Z2 Step Interpolation

35z1

P1

P2
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Celtic Music

• Training Examples/Corpus:
• In ABC format (see later) -> Music21 -> representation
• 29 songs from the Session (https://thesession.org/)
• In the same key (D major) and the same rhythm metric (4/4)

36

https://thesession.org/
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AutoVarCeltic
Z1 Step Interpolation

37

P0

P1

P3

P2

P4
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AutoVarCeltic
Z2 Step Interpolation

38

P1

P2

P3

P4
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AutoVarCeltic (4 Layers: #1000; #200; #50; #20 – 200 Epochs)
Z1 Step Interpolation

39

P1

P2

P4
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AutoVarCeltic (4 Layers: #1000; #200; #50; #20 – 200 Epochs)
Z2 Step Interpolation

40

P0

P4
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Disentanglement (1/3)

41

id 1

id 3

id 2

Female, blonde,
smiling…

Male, black hair,
not smiling…

Female, brown hair,
bangs, smiling…

D(   ,    ) =

D(   ,    ) =
id 4

Male, black hair,
glasses, beard…

D(   ,    ) =

D(   ,    ) =

Disentangling Image editingLatent representations of
information domains

D(   ,    ) =

D(   ,    ) =

D(   ,    ) =

D(   ,    ) =

D(   ,    ) =

D(   ,    ) =
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Figure 1: Overview of our DualDis framework. On the left we illustrate the behavior of our encoder-
decoder, learned to explicitly separate complementary representations of identity (top) and attributes
(bottom) in dual latent subspaces. In the middle, we illustrate its disentangling ability by being able
to mix the identity of a first image and the attributes of a second. In the first example, the green man
takes the attributes of the yellow image, becoming a smiling woman with brown bangs. As our model
also linearizes the factors of variation, one can perform image editing (right). For the first example
(blue woman), we move the representation 6 along the directions male (first line) and glasses (second
line) to add those attributes.

by classification losses. A decoder D(hy,hz) is used to reconstruct images and generate new ones.
Our main contribution is the learning strategy that we propose to train this architecture. Using
adversarial training, we are able to explicitly separate and “orthogonalizes” the information from the
two information domains. To achieve this, each latent space is connected to a classifier of the opposite
information domain, so that this classifier finds the information that belongs to the wrong domain.
The encoder will then learn to remove this information from the latent space, making classification
impossible and thus filtering only the relevant information. Our approach is called DualDis to
highlight our two branch disentangling process. It is illustrated in Fig. 1 (middle, “disentangling”)
where it is possible to mix representations of different images. We study the disentangling capabilities
of our model on CelebA [32], Yale-B [13] and NORB [29] by comparing our model quantitatively
to state-of-the-art models by measuring both the accuracy of the models for identity and attributes
classification and their ability to disentangle the two information domains.

In addition, our architecture is also designed to linearize the factors of variation in each latent space, a
behavior that reinforces the semantic quality of the representation and is necessary for effective image
generation and editing. This is ensured through linear classifiers that both guide the linearization
process and provide us with linear directions to semantically navigate the latent spaces. Thanks to
this, we are able to modify the information represented by our latent variables that has been extracted
from any given image and perform image editing. For example on Fig. 1 (right), we change the gender
and eyeglasses attributes of images while conserving the identity and the other attributes. Thanks to
this, we perform guided data augmentation by generating variations of images with semantic changes
instead of low-level changes (flip, translation, color jitter, etc.) as usually done. We leverage this
capability to significantly improve identity classification performance on the Yale-B face dataset.

2 DualDis approach

We propose an approach called DualDis presented on Fig. 2. On the left, we show the architectural
part of our contribution, using disentangling to separate two information domains (class/identity and
attributes). Those domains have classification labels y and z that we want to predict (ŷ, ẑ), along
with a reconstruction x̂ of the input x. In the center of the figure, we describe the second part of
our approach which is the training process designed to successfully disentangle the two domains,
using adversarial classifiers and multiple loss terms. On the right, to put our model in perspective,

2

[Robert el al, 2019]

• z1 z2

• Ex: Pitch Range Duration Range

• Ex: Gender Glasses

…

…
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Disentanglement (2/3)

• Adding Term to the Reconstruction Loss [IBM Research, 2018]

• Deconstructing the β-VAE [Mathieu et al., 2019]

• Reconstruction Trade-off via Jacobian Supervision [Lezama, 2019]

Published as a conference paper at ICLR 2019

Table 1: Quantitative comparison of the disentanglement and reconstruction performance of the
unsupervised method on MNIST digits.

Model d successful class swaps reconstruction MSE
Teacher 0 94.3% 0.036
Student with Jacobian supervision 14 61.7% 0.014
Student with Jacobian supervision 18 52.1% 0.012
Student without Jacobian supervision 14 32.6% 0.011
Random weights 14 9.8% 0.116

\�
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��\���

( \�
' ( \�

]�
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Figure 3: Diagram of the proposed training procedure for facial attributes disentangling. E and D
always denote the same encoder and decoder module, respectively. Images x1 and x2 are randomly
sampled and do not need to share any attribute or class. Their ground truth attribute labels are ȳ1 and
ȳ2 respectively. The latent code is split into a vector predicting the attributes y and an unspecified
part z. Shaded E indicates its weights are frozen, i.e., any loss over the indicated output does not
affect its weights.

in Section 3. In this more challenging case, the disentangling will be first learned by a teacher au-
toencoder using available annotations and an original training procedure. After a teacher is trained
to correctly disentangle and control said attributes, a student model will be trained to improve the
visual quality of the reconstruction, while maintaining the attribute manipulation ability.

4.1 MODEL ARCHITECTURE AND LOSS FUNCTION

We begin by training a teacher model for effective disentangling at the cost of low quality reconstruc-
tion. Figure 3 shows a diagram of the training architecture for the teacher model. Let x 2 RH⇥W⇥3

be an image with annotated ground truth binary attributes ȳ 2 {�1, 1}k, where k is the number of
attributes for which annotations are available. Our goal is to learn the parameters of the encoder
ET : RH⇥W⇥3 ! Rk+d and the decoder DT : Rk+d ! RH⇥W⇥3 such that ET (x) = (y, z) and
DT (y, z) = x̂ ⇡ x (Figure 3, top). Ideally, y 2 Rk should encode the specified attributes of x,
while z 2 Rd should encode the remaining information necessary for reconstruction.

The training of the teacher is divided into two steps. First, the autoencoder reconstructs the input
x, while at the same time predicting in y the ground truth labels for the attributes ȳ. Second, the
attributes part of the latent code y is swapped with that of another training sample (Figure 3, bottom).
The randomly fabricated latent code is fed into the decoder to produce a new image. Typically, this
combination of factors and nuisance variables is not represented in the training set, so evaluating
the reconstruction is not possible. Instead, we use the same encoder to assess the new image: If the
disentangling is achieved, the part of the latent code that is not related to the attributes should be
the same for the existing and fabricated images, and the predicted factors should match those of the
sample from which they were copied.

In what follows, we describe step by step the loss function used for training, which consists of the
sum of multiple loss terms. Note that, contrary to relevant recent methods (Mathieu et al., 2016;
Lample et al., 2017; Szabó et al., 2017), the proposed method does not require adversarial training.

Reconstruction loss. The first task of the autoencoder is to reconstruct the input image. The first
term of the loss is given by the L2 reconstruction loss, as in (8).
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7e adopted a simple yet effective approach of matching the moments of the two distributionsN Ma
distributions will amount to decorrelating the dimensions of the inferred priorN 7e call this modi®e
Inferred 0riorI6AEX or DI0I6AEN

A new metric for measuring disentangle
7e also proposed a new metric to evaluate the degree of disentanglementQ assuming that the
ground truth values of the attributes to disentangle are knownN 7e referred to this as a
3eparated Attribute 0redictability c3A0d scoreN 7e found this score to have good alignment
with qualitative disentanglement observed in the decoderVs output while doing latent
traversalsN 4o compute 3A0Q we ®rst constructed a dʑ� k score matrix 3 cfor d latents and k
generative factorsd whose ij  entry is the linear regression or classi®cation score cdepending
on the generative factor typed of predicting j  factor using only i  latent cFigure ?dN

For each column of the score matrix which corresponds to a generative factorQ we calculated
the difference of the top two entries ccorresponding to the top two most predictive latent
dimensionsd and then calculated the mean of these differences as the ®nal 3A0 scoreN A high
3A0 score indicates that each generative factor is primarily captured in only one latent
dimensionN 7e also observe that 3A0 score is aligned well with the disentanglement in the
generated images by the decoderN Figure @ qualitatively shows the mapping of a selected few
latents to real world concepts for CelebA face images e?fN
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6AE starts with a generative model of the data which samples latents   from a prior pc dQ followed b
p cxn d cwhere θ are the parameters of the generator or decoderdN 4he problem of inference is to co
conditioned on the observation xP

6AE achieves this by learning an approximation of a recognition modelQ parameterized by ϕQ that en
observations to the approximate posteriorsN 4he recognition model parameters are learned by opti

where the outer expectation is over the true data distribution pcxd from which we have samplesN 4h
maximizing what is referred as evidence lower bound cE,B/dP

7here 6AE falls short
For inferring disentangled factorsQ inferred prior or expected variational posteriorQ q c d � �q c │xdp
its dimensionsN 4his can be achieved by minimizing a suitable distance between the inferred prior q
generative prior pc dN 7e can also de®ne expected posterior as p c d � �p c │xdpcxddxN If we take +
distanceQ by relying on its pairwise convexityQ it can be shown that this distance is bounded by E,B
inferenceN

4his is the reason that the original 6AE has also been observed to exhibit some disentangling beha
-.I34N HoweverQ this behavior does not carry over to more complex datasetsQ unless extra supervi
providedN 4his can be due toP cid true data distribution pcxd and modeled data distribution p cxd � �p
in turn causes pc d andʑp c d to be farR and ciid the nonIconvexity of the E,B/ objectiveQ which preve
minimumN

-atching the distributions to get disent
4o explicitly encourage disentanglement during inferenceQ we added $cq c Qpc ddʑto the model as p

θ
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Disentangling Disentanglement in Variational Autoencoders

Figure 2. Reconstruction loss vs disentanglement metric of Kim and Mnih (2018). [Left] Using an anisotropic Gaussian with diagonal
covariance either learned, or fixed to principal-component values of the dataset. Point labels represent different values of �. [Right]
Using p⌫(z)=

Q
dSTUDENT-T(zd; ⌫) for different ⌫ with � = 1. Note the different x-axis scaling. Shaded areas represent ±2 standard

errors for estimated mean disentanglement calculated using 100 separately trained networks. We thus see that the variability on the
disentanglement metric is very large, presumably because of stochasticity in whether learned dimensions correspond to true generative
factors. The variability in the reconstruction was only negligible and so is not shown. See Appendix B for full experimental details.

� = 0.01 � = 0.5 � = 1.0 � = 1.2

↵
=

0
�

=
0

↵ = 1 ↵ = 3 ↵ = 5 ↵ = 8

Figure 3. Density of aggregate posterior q�(z) with different ↵, �
for spirals dataset with a mixture of Gaussian prior.

butions (see Appendix B for details).

We measure a representation’s sparsity using the Hoyer
extrinsic metric (Hurley and Rickard, 2008). For y 2 Rd,

Hoyer (y) =

p
d � kyk1/kyk2p

d � 1
2 [0, 1],

yielding 0 for a fully dense vector and 1 for a fully sparse
vector. Rather than employing this metric directly to the
mean encoding of each datapoint, we first normalise each
dimension to have a standard deviation of 1 under its aggre-
gate distribution, i.e. we use z̄d = zd/�(zd) where �(zd) is
the standard deviation of dimension d of the latent encoding
taken over the dataset. This normalisation is important as
one could achieve a “sparse” representation simply by hav-
ing different dimensions vary along different length scales
(something the �-VAE encourages through its pruning of
dimensions (Stühmer et al., 2019)), whereas we desire a rep-
resentation where different datapoints “activate” different
features. We then compute overall sparsity by averaging
over the dataset as Sparsity = 1

n

P
n

i
Hoyer (z̄i). Figure 4

(left) shows that substantial sparsity can be gained by replac-
ing a Gaussian prior (� = 0) by a sparse prior (� = 0.8).
It further shows substantial gains from the inclusion of the
aggregate posterior regularization, with ↵ = 0 giving far
low sparsity than ↵ > 0, when using our sparse prior. The
use of our sparse prior did not generally harm the recon-
struction compared. Large values of ↵ did slightly worsen
the reconstruction, but this drop-off was much slower than
increases in � (note that ↵ is increased to much higher levels
than �). Interestingly, we see that � being either too low or
too high also harmed the sparsity.

We explore the qualitative effects of sparsity in Figure 5, us-
ing a network trained with ↵ = 1000, � = 1, and � = 0.8,
corresponding to one of the models in Figure 4 (left). The
top plot shows the average encoding magnitude for data
corresponding to 3 of the 10 classes in the Fashion-MNIST
dataset. It clearly shows that the different classes (trousers,
dress, and shirt) predominantly encode information along
different sets of dimensions, as expected for sparse represen-
tations (c.f. Appendix B for plots for all classes). For each
of these classes, we explore the latent space along a partic-
ular ‘active’ dimension—one with high average encoding
magnitude—to observe if they capture meaningful features
in the image. We first identify a suitable ‘active’ dimen-
sion for a given instance (top row) from the dimension-wise
magnitudes of its encoding, by choosing one, say d, where
the magnitude far exceeds �2

0 . Given encoding value zd,
we then interpolate along this dimension (keeping all others
fixed) in the range (zd, zd + sign(zd)); the sign of zd indi-
cating the direction of interpolation. Exploring the latent
space in such a manner demonstrates a variety of consistent
feature transformations in the image, both within class (a,
b, c), and across classes (d), indicating that these sparse
dimensions do capture meaningful features in the image.
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Disentanglement (3/3)

• Dual Branch Adversarial (DualDIS) [Robert el al, 2019]

• Separate Dimensions in Distinct Autoencoders (Ey and Ez)

• Measure the Presence/Absence of the Dual Dimension through a Dual 

(Adversarial) Classifier (Cz and Cy)

• Objective(s): Not Being Able to Classify Properly the Dual Dimension
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Figure 2: Architecture and learning of the DualDis framework. We use a two-branch encoder-
decoder architecture with classifiers (left). For the training, in addition to classical reconstruction and
classification losses, we use adversarial classifiers and loss terms to force the two latent spaces to
encode complementary “orthogonal” information (middle). We also indicate (right) how subsets of
components of DualDis can be used to reproduce existing baselines described in Sec. 3.

we indicate how some related works can be reproduced using the same kind of architectures with
variations in the losses used.

2.1 Dual branch Auto-Encoder

We propose an encoder-decoder architecture with a latent space split in two parts, hy and hz . Each
representation is produced by a deep encoder Ey or Ez so that the features are explicitly separated.
These representations are concatenated into h and fed to a decoder D, producing a reconstruction x̂.
Having a decoder enables image generation and ensures that the model extracts robust features [28].

While it would be possible to encode all the information in a single latent space, having two branches
encourages the model to encode two complementary kinds of information [34, 15, 30]. Taking the
example of a face dataset, we want the identity branch (Ey � E) to capture information related to
the identity y with invariance toward other factors of variation (hair style, makeup, pose, etc.); and
we want the attribute branch (Ez � E) to model this ignored information, since this branch needs
to capture factors of variation linked to visual attributes z. Having two separate deep encoders Ey

and Ez is key to an effective disentangling, and they should be designed deep enough to produce
“orthogonal” latent representations that encode very different information. Since the low-level features
represented by the first convolutional layers are likely common to both domains, we use a single
common encoder E before specializing the information in our two branches.

This auto-encoding backbone is trained using a simple mean-squared error, Lrec = ||x � x̂||22. A
visual GAN discriminator [14] or a perceptual loss [8] could improve the quality of the generations
but this was not used since it is out of the scope of our paper.

2.2 Modeling factors of variation

We want our architecture to produce robust representations of each information domain as well as
provide classification predictions. First, we can note that having a two-branch encoder was shown to
improve classification performance [37] by encouraging representations hy and hz to be invariant
toward intra-class variations. To the encoder, we add linear classifiers Wy and Wz , one for each
branch, that predict respectively ŷ and ẑ. These classifiers guide the auto-encoding backbone to
organize the information extracted for reconstruction in the right branch between our two latent
spaces hy and hz so that it allows to predict the class/identity and the attributes. To train those

3

[Robert el al, 2019]
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Implicit vs Explicit Dimensions (Disentanglement)

• Dimensions (ex: Pitch Range, Duration Range…) are 
« Chosen » by the Architecture

• But we can also Configure/Train the Architecture in order to 
« Force » some Dimensions
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Ex: EC2-VAE [Yang et al., 2019]
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Examples EC2-VAE [Yang et al., 2019]
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4.2 Examples of Generation via Analogy

We present several representative “what if” examples by
swapping or interpolating the latent representations of dif-
ferent pieces. Throughout this section, we use the follow-
ing example (shown in Figure 4), an 8-beat melody from
the Nottingham Dataset [10] as the source, and the tar-
get rhythm or pitch will be borrowed from other pieces.
(MIDI demos are available at https://github.com/
cdyrhjohn/Deep-Music-Analogy-Demos.)

Figure 4: The source melody.

4.2.1 Analogy by replacing zp

Two examples are presented. In both cases, the latent
pitch representation and the chord condition of the source
melody are replaced with new ones from other pieces.
In other words, the model answers the analogy question:
“source’s pitch : source melody :: target’s pitch : ?”

Figure 5 shows the first example, where Figure 5(a)
shows the piece from which the pitch and chords are bor-
rowed, and Figure 5(b) shows the generated melody. From
Figure 5(a), we see the target melody is in a different key
(D major) with a larger pitch range than the source and
a big pitch jump in the beginning. From Figure 5(b), we
see the generated new melody captures such pitch features
while keeping the rhythm of the source unchanged.

(a) Target’s pitch and chord.

(b) The generated target music, using the pitch and chord from
(a) and the rhythm from the source.

Figure 5: The 1st example of analogy via replacing zp.

(a) Target’s pitch and chord.

(b) The generated target, using the pitch and chord from (a) and
the rhythm from the source.

Figure 6: The 2nd analogy example via replacing zp.

Figure 6 shows another example, whose subplots share
the same meanings with the previous one. From Figure
6(a), we see the first measure of the target’s melody is a
broken chord of Gmaj, while the second measure is the G
major scale. From Figure 6(b), we see the generated new
melody captures these pitch features. Moreover, it retains

the source’s rhythm and ignores the dotted eighth and six-
teenth notes in Figure 6(a).

4.2.2 Analogy by replacing zr

Similar to the previous section, this section shows two ex-
ample answers to the question: “source’s rhythm : source
melody :: target’s rhythm : ?” by replacing zr. Figure
7 shows the first example, where Figure 7(a) contains the
new rhythm pattern quite different from the source, and
Figure 7(b) is the generated target. We see that Figure 7(b)
perfectly inherited the new rhythm pattern and made minor
but novel modifications based on the source’s pitch.

(a) Target’s rhythm pattern.

(b) The generated target music, using the rhythm of (a) while
keeping source’s pitch and chord.

Figure 7: The 1st example of analogy via replacing zr.

(a) Target’s rhythm pattern.

(b) The generated target music, using the rhythm of (a) while
keeping source’s pitch and chord.

Figure 8: The 2nd analogy example via replacing zr.

Figure 8 shows a more extreme case, in which Figure
8(a) contains only 16th notes of the same pitch. Again,
we see the generated target in Figure 8(b) maintains the
source’s pitch contour while matching the given rhythm
pattern.

4.2.3 Analogy by Replacing Chord

(a) Changing all the chords down a semitone, resulting in the
key change from G major to Bb minor.

(b) Changing the key from G major to G minor.

Figure 9: Two examples of replacing the original chord.

Though chord is not our main focus, here we show
two analogy examples in Figure 9 to answer “what if” the
source melody is composed using some other chord pro-
gressions. Figure 9(a) shows an example where the key is
Bb minor. An interesting observation is the new melody
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8(a) contains only 16th notes of the same pitch. Again,
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(a) Changing all the chords down a semitone, resulting in the
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Though chord is not our main focus, here we show
two analogy examples in Figure 9 to answer “what if” the
source melody is composed using some other chord pro-
gressions. Figure 9(a) shows an example where the key is
Bb minor. An interesting observation is the new melody
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a big pitch jump in the beginning. From Figure 5(b), we
see the generated new melody captures such pitch features
while keeping the rhythm of the source unchanged.

(a) Target’s pitch and chord.

(b) The generated target music, using the pitch and chord from
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ample answers to the question: “source’s rhythm : source
melody :: target’s rhythm : ?” by replacing zr. Figure
7 shows the first example, where Figure 7(a) contains the
new rhythm pattern quite different from the source, and
Figure 7(b) is the generated target. We see that Figure 7(b)
perfectly inherited the new rhythm pattern and made minor
but novel modifications based on the source’s pitch.

(a) Target’s rhythm pattern.

(b) The generated target music, using the rhythm of (a) while
keeping source’s pitch and chord.

Figure 7: The 1st example of analogy via replacing zr.

(a) Target’s rhythm pattern.

(b) The generated target music, using the rhythm of (a) while
keeping source’s pitch and chord.

Figure 8: The 2nd analogy example via replacing zr.

Figure 8 shows a more extreme case, in which Figure
8(a) contains only 16th notes of the same pitch. Again,
we see the generated target in Figure 8(b) maintains the
source’s pitch contour while matching the given rhythm
pattern.

4.2.3 Analogy by Replacing Chord

(a) Changing all the chords down a semitone, resulting in the
key change from G major to Bb minor.

(b) Changing the key from G major to G minor.

Figure 9: Two examples of replacing the original chord.

Though chord is not our main focus, here we show
two analogy examples in Figure 9 to answer “what if” the
source melody is composed using some other chord pro-
gressions. Figure 9(a) shows an example where the key is
Bb minor. An interesting observation is the new melody

4.2 Examples of Generation via Analogy

We present several representative “what if” examples by
swapping or interpolating the latent representations of dif-
ferent pieces. Throughout this section, we use the follow-
ing example (shown in Figure 4), an 8-beat melody from
the Nottingham Dataset [10] as the source, and the tar-
get rhythm or pitch will be borrowed from other pieces.
(MIDI demos are available at https://github.com/
cdyrhjohn/Deep-Music-Analogy-Demos.)

Figure 4: The source melody.

4.2.1 Analogy by replacing zp

Two examples are presented. In both cases, the latent
pitch representation and the chord condition of the source
melody are replaced with new ones from other pieces.
In other words, the model answers the analogy question:
“source’s pitch : source melody :: target’s pitch : ?”

Figure 5 shows the first example, where Figure 5(a)
shows the piece from which the pitch and chords are bor-
rowed, and Figure 5(b) shows the generated melody. From
Figure 5(a), we see the target melody is in a different key
(D major) with a larger pitch range than the source and
a big pitch jump in the beginning. From Figure 5(b), we
see the generated new melody captures such pitch features
while keeping the rhythm of the source unchanged.

(a) Target’s pitch and chord.

(b) The generated target music, using the pitch and chord from
(a) and the rhythm from the source.

Figure 5: The 1st example of analogy via replacing zp.

(a) Target’s pitch and chord.

(b) The generated target, using the pitch and chord from (a) and
the rhythm from the source.

Figure 6: The 2nd analogy example via replacing zp.

Figure 6 shows another example, whose subplots share
the same meanings with the previous one. From Figure
6(a), we see the first measure of the target’s melody is a
broken chord of Gmaj, while the second measure is the G
major scale. From Figure 6(b), we see the generated new
melody captures these pitch features. Moreover, it retains

the source’s rhythm and ignores the dotted eighth and six-
teenth notes in Figure 6(a).

4.2.2 Analogy by replacing zr

Similar to the previous section, this section shows two ex-
ample answers to the question: “source’s rhythm : source
melody :: target’s rhythm : ?” by replacing zr. Figure
7 shows the first example, where Figure 7(a) contains the
new rhythm pattern quite different from the source, and
Figure 7(b) is the generated target. We see that Figure 7(b)
perfectly inherited the new rhythm pattern and made minor
but novel modifications based on the source’s pitch.

(a) Target’s rhythm pattern.

(b) The generated target music, using the rhythm of (a) while
keeping source’s pitch and chord.

Figure 7: The 1st example of analogy via replacing zr.

(a) Target’s rhythm pattern.

(b) The generated target music, using the rhythm of (a) while
keeping source’s pitch and chord.

Figure 8: The 2nd analogy example via replacing zr.

Figure 8 shows a more extreme case, in which Figure
8(a) contains only 16th notes of the same pitch. Again,
we see the generated target in Figure 8(b) maintains the
source’s pitch contour while matching the given rhythm
pattern.

4.2.3 Analogy by Replacing Chord

(a) Changing all the chords down a semitone, resulting in the
key change from G major to Bb minor.

(b) Changing the key from G major to G minor.

Figure 9: Two examples of replacing the original chord.

Though chord is not our main focus, here we show
two analogy examples in Figure 9 to answer “what if” the
source melody is composed using some other chord pro-
gressions. Figure 9(a) shows an example where the key is
Bb minor. An interesting observation is the new melody
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VAE Magic
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Label = (z1, z2)

digit1

digit2

784

512

2

How is it possible ?
Compress 784 variables into 2
and reconstruct the original ?
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VAE Magic Revealed
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Latent Variables
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VAE Magic Revealed
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Weights

Input Layer Output LayerHidden Layer
Latent Variables

Split/Extract between

• Common Data:
Weights

• Variable/Discriminative Data:
Latent Variables
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Manifold Representation
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Representation/Manifold Learning

CHAPTER 5. MACHINE LEARNING BASICS

5.11.3 Manifold Learning

AG BFIHKMaGM <HG<>IM NG=>KERBG@ FaGR B=>aL BG Fa<ABG> E>aKGBG@ BL MAaM H? a

FaGB?HE=.

A manifold BL a <HGG><M>=�K>@BHG. MaMA>FaMB<aEER,�BM�BL a L>M H? IHBGML,
aLLH<BaM>= PBMA a G>B@A;HKAHH= aKHNG= >a<A IHBGM. FKHF aGR @BO>G IHBGM, MA>
FaGB?HE= EH<aEER aII>aKL MH ;> a EN<EB=>aG LIa<>. IG >O>KR=aR EB?>, P> >QI>KB>G<>
MA> LNK?a<> H? MA> PHKE= aL a 2-D IEaG>, ;NM BM BL BG ?a<M a LIA>KB<aE FaGB?HE= BG
3-D LIa<>.

TA> =>rGBMBHG H? a G>B@A;HKAHH= LNKKHNG=BG@ >a<A IHBGM BFIEB>L MA> >QBLM>G<>
H? MKaGL?HKFaMBHGL MAaM <aG ;> aIIEB>= MH FHO> HG MA> FaGB?HE= ?KHF HG> IHLBMBHG
MH a G>B@A;HKBG@ HG>. IG MA> >QaFIE> H? MA> PHKE=nL LNK?a<> aL a FaGB?HE=, HG> <aG
PaED GHKMA, LHNMA, >aLM, HK P>LM.

AEMAHN@A MA>K> BL a ?HKFaE FaMA>FaMB<aE F>aGBG@ MH MA> M>KF oFaGB?HE=,p BG

Fa<ABG> E>aKGBG@ BM M>G=L MH ;> NL>= FHK> EHHL>ER MH =>LB@GaM> a <HGG><M>= L>M
H? IHBGML MAaM <aG ;> aIIKHQBFaM>= P>EE ;R <HGLB=>KBG@ HGER a LFaEE GNF;>K H?
=>@K>>L H? ?K>>=HF, HK =BF>GLBHGL, >F;>==>= BG a AB@A>K-=BF>GLBHGaE LIa<>. Ea<A
=BF>GLBHG <HKK>LIHG=L MH a EH<aE =BK><MBHG H? OaKBaMBHG. S>> r@NK> ?HK aG5.11
>QaFIE> H? MKaBGBG@ =aMa ERBG@ G>aK a HG>-=BF>GLBHGaE FaGB?HE= >F;>==>= BG MPH-
=BF>GLBHGaE LIa<>. IG MA> <HGM>QM H? Fa<ABG> E>aKGBG@, P> aEEHP MA> =BF>GLBHGaEBMR
H? MA> FaGB?HE= MH OaKR ?KHF HG> IHBGM MH aGHMA>K.�TABL H?M>G AaII>GL PA>G a
FaGB?HE= BGM>KL><ML BML>E?. FHK >QaFIE>, a r@NK> >B@AM BL a FaGB?HE= MAaM AaL a LBG@E>
=BF>GLBHG BG FHLM IEa<>L ;NM MPH =BF>GLBHGL aM MA> BGM>KL><MBHG aM MA> <>GM>K.
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−1 0.

−0 �.

0 0.

0 �.

1 0.

1 �.

2 0.

2 �.

F?gKHe 5.11: DaJa IaCFBed fHEC a d?IJH?bKJ?ED ?D a JME-d?CeDI?EDaB IFace J>aJ ?I acJKaBBO
cEDceDJHaJed DeaH a EDe-d?CeDI?EDaB CaD?fEBd, B?Ae a JM?IJed IJH?Dg. T>e IEB?d B?De ?Dd?caJeI
J>e KDdeHBO?Dg CaD?fEBd J>aJ J>e BeaHDeH I>EKBd ?DfeH.

161

Manifold :
Set of connected points
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In a high-dimensional space

[Goodfellow et al., 2016]
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Representation/Manifold Learning

CHAPTER 5. MACHINE LEARNING BASICS

5.11.3 Manifold Learning

AG BFIHKMaGM <HG<>IM NG=>KERBG@ FaGR B=>aL BG Fa<ABG> E>aKGBG@ BL MAaM H? a

FaGB?HE=.

A manifold BL a <HGG><M>=�K>@BHG. MaMA>FaMB<aEER,�BM�BL a L>M H? IHBGML,
aLLH<BaM>= PBMA a G>B@A;HKAHH= aKHNG= >a<A IHBGM. FKHF aGR @BO>G IHBGM, MA>
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PaED GHKMA, LHNMA, >aLM, HK P>LM.

AEMAHN@A MA>K> BL a ?HKFaE FaMA>FaMB<aE F>aGBG@ MH MA> M>KF oFaGB?HE=,p BG
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=>@K>>L H? ?K>>=HF, HK =BF>GLBHGL, >F;>==>= BG a AB@A>K-=BF>GLBHGaE LIa<>. Ea<A
=BF>GLBHG <HKK>LIHG=L MH a EH<aE =BK><MBHG H? OaKBaMBHG. S>> r@NK> ?HK aG5.11
>QaFIE> H? MKaBGBG@ =aMa ERBG@ G>aK a HG>-=BF>GLBHGaE FaGB?HE= >F;>==>= BG MPH-
=BF>GLBHGaE LIa<>. IG MA> <HGM>QM H? Fa<ABG> E>aKGBG@, P> aEEHP MA> =BF>GLBHGaEBMR
H? MA> FaGB?HE= MH OaKR ?KHF HG> IHBGM MH aGHMA>K.�TABL H?M>G AaII>GL PA>G a
FaGB?HE= BGM>KL><ML BML>E?. FHK >QaFIE>, a r@NK> >B@AM BL a FaGB?HE= MAaM AaL a LBG@E>
=BF>GLBHG BG FHLM IEa<>L ;NM MPH =BF>GLBHGL aM MA> BGM>KL><MBHG aM MA> <>GM>K.
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J>e KDdeHBO?Dg CaD?fEBd J>aJ J>e BeaHDeH I>EKBd ?DfeH.
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Manifold :
Set of connected points
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But can be approximated by
a smaller number of dimensions,
each dimension corresponding

to a local variation

In a high-dimensional space
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Representation/Manifold Learning

3D Earth 2D Map
54

CHAPTER 5. MACHINE LEARNING BASICS

5.11.3 Manifold Learning

AG BFIHKMaGM <HG<>IM NG=>KERBG@ FaGR B=>aL BG Fa<ABG> E>aKGBG@ BL MAaM H? a

FaGB?HE=.

A manifold BL a <HGG><M>=�K>@BHG. MaMA>FaMB<aEER,�BM�BL a L>M H? IHBGML,
aLLH<BaM>= PBMA a G>B@A;HKAHH= aKHNG= >a<A IHBGM. FKHF aGR @BO>G IHBGM, MA>
FaGB?HE= EH<aEER aII>aKL MH ;> a EN<EB=>aG LIa<>. IG >O>KR=aR EB?>, P> >QI>KB>G<>
MA> LNK?a<> H? MA> PHKE= aL a 2-D IEaG>, ;NM BM BL BG ?a<M a LIA>KB<aE FaGB?HE= BG
3-D LIa<>.

TA> =>rGBMBHG H? a G>B@A;HKAHH= LNKKHNG=BG@ >a<A IHBGM BFIEB>L MA> >QBLM>G<>
H? MKaGL?HKFaMBHGL MAaM <aG ;> aIIEB>= MH FHO> HG MA> FaGB?HE= ?KHF HG> IHLBMBHG
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Manifold :
Set of connected points

But can be approximated by
a smaller number of dimensions,
each dimension corresponding

to a local variation

In a high-dimensional space

Analogy:
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Pre-Training Deep Networks
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Deep Unsupervised Learning

Cat Neuron Human Bust Neuron

• Deep Learning may also be Applied to Unsupervised Learning
• Deep Brain Architecture (3 Layers of Autoencoders) [Le et al. 2012]
• (Purely) Unsupervised Learning (on Images extracted from YouTube videos)
• Discovery of Cats and Human Bust Patterns (Classifier/Neuron)
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Σ

Σ

Σ

Σ

From Multilayer/Deep Networks…

+1

x1

θ(1)

x2

x3

y2

y3

y1

+1
+1 θ(3)θ(2)
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… to Pre-Trained Deep Networks [Hinton 2006]

+1

x1

θ(1)

x2

x3

y2

y3

y1

+1
+1 θ(2) θ(3)
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sigmoidΣ

Σ

1st Hidden Layer

+1

x1

x2

x3

+1θ(1)
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Σ

sigmoidΣ
sigmoidΣ

sigmoidΣ

sigmoidΣ

sigmoid

1st Hidden Layer

+1

x1

x2

x3

+1θ(1)
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1st Hidden Layer

+1

x1

x2

x3
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Mirroring Inputs into Outputs

+1

x1

x2

x3

x1

x2

x3
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Autoencoder

+1

x1

x2

x3

+1

x1

x2

x3

Autoencoder(1)

θ(1) θ(1,2)
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Autoencoder Self-Supervised Training

• Training (finding θ(1) and θ(1,2)) on Input Dataset : X :

• Self-Supervised Training implemented through Supervised Training
with Output = Input : X : Learn Identity with Sparsity Constraint [Ng 2012]

x1
1

x2
1

x3
1

x1
2

x2
2

x3
2

x1
m

x2
m

x3
m

…

+1

x1

x2

x3

+1

x1

x2

x3

Autoencoder(1)

θ(1) θ(1,2)
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1st Sparse Autoencoder Production

• Feedforward on Set of Inputs X :

• Produces a Set of Internal States A1(X) : 

x1
(1)

x2
(1)

x3
(1)

x1
(2)

x2
(2)

x3
(2)

x1
(m)

x2
(m)
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(m)

…

a(1)

1

(1)

…

a(1)

5

(1)
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1

(2)

…

a(1)

5

(2)

a(1)

1

(m)

…

a(1)

5

(m)

…

+1

x1

x2

x3

+1

x1

x2

x3

Autoencoder(1)

θ(1) θ(1,2)

65

sigmoidΣ

Σ

sigmoidΣ

sigmoidΣ

sigmoidΣ

sigmoid

sigmoidΣ

sigmoidΣ

sigmoidΣ

a1
1

a1
2

a1
3

a1
4

a1
5



Deep Learning – Music Generation – 2019Jean-Pierre Briot

1st Sparse Autoencoder Finalization

+1

x1
i

x2
i

x3
i

+1θ(1)

Autoencoder(1)

a1
1

a1
2

a1
3

a1
4

a1
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Note:

- Outputs and weights matrix θ(1,2) (decoder) 
are discarded – They will not be used

- The weights matrix θ(1) is saved for the 
final stage (final global fine tuning – see 
later)

- It provides accurate initialization of this 
layer’s weight matrix

- The set of Internal States a(1) is kept for 
the next stage

- It provides examples inputs for the next
layer autoencoder (see next slide)

Learnt features(1)
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2nd Hidden Layer

+1
+1 θ(2)
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θ(2,2)

2nd Sparse Autoencoder

+1
+1

Autoencoder(2)

θ(2)
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2nd Sparse Autoencoder Training

• Training (θ(2) and θ(2,2)) on Input Dataset : A1(X) :
a(1)

1
(1)

…
a(1)

5
(1)

a(1)
1

(2)

…
a(1)

5
(2)

a(1)
1

(m)

…
a(1)

5
(m)

…

a2
1

θ(2,2)
+1

+1

Autoencoder(2)

θ(2)
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2nd Sparse Autoencoder Production

• Feedforward on Input Dataset : A1(X) :

• Produces a Set of Internal States A2(A1(X)) :
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2nd Sparse Autoencoder Finalization

+1
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Autoencoder(2)
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θ(2)
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Learnt features(2)
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θ3

(Final) Softmax Layer

y2

y3
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+1

• (Supervised) Training on Input Dataset : A2(A1(X)) :

and Output Dataset : y :  
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(Final) Softmax Layer Finalization
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+1 θ3

Softmax
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Assembling the Pre-Trained Deep Network

+1

x1

θ(1)

x2

x3

+1

Autoencoder(1)

74

sigmoidΣ

Σ

sigmoidΣ
sigmoidΣ

sigmoidΣ

sigmoid



Deep Learning – Music Generation – 2019Jean-Pierre Briot

Assembling the Pre-Trained Deep Network
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Assembling the Pre-Trained Deep Network
Functional Composition
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Σ
Σ
Σ

Assembling the Pre-Trained Deep Network
Structural Composition – Composite Component
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(Pre-Trained) Deep Network Final Global Training (Fine Tuning)

• Training (improving θ(1), θ(2), θ(3)) with Input Dataset : X :

and Output Dataset : y : 
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Successive Features/Abstractions Constructed

[Ng 2013]

a11

a12

a13

a14

a15

y2

y3

y1

+1

x1

θ(1)

x2

x3

+1
+1

a21

a22

a23

a24

θ(2) θ3

79

Σ
Σ
Σ

sigmoidΣ

Σ

sigmoidΣ
sigmoidΣ
sigmoid

sigmoidΣ

Σ

sigmoidΣ
sigmoidΣ

sigmoidΣ

sigmoid

Softmax



Deep Learning – Music Generation – 2019Jean-Pierre Briot

Successive Features/Abstractions Constructed

[Zeiler and Fergus 2013]
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Summary – Key Ideas

1. Automatic Construction (Cascade Learning) of Hierarchical
Abstractions/Features, which are Exposed and Useable (and Used, see 2.)
- In Standard Multilayer Neural Networks, Features are Hidden (Black Box)

2. Accurate Initialization of Weights Matrixes for each Layer
- In Standard Multilayer Neural Networks, Initialization of Weights Matrixes of each

Layer is Heuristic, and is NOT Based on Information (Training Data/Examples)
- InPre-trained Deep Networks, Initialization is based on Training Examples for the 

First Layer and on Successive Features extracted from Training Examples for 
Successive Layers

- Therefore Initialization could be Much More Accurate
- Remember that Initialization of Weights Matrixes is Critical because the Cost Function

to be Minimized is Not Convex, therefore a Good Start (More Accurate Initialization) is
a Better Promise to Avoid Falling into a Bad Local Minimum

- This Appears (at least conceptually/potentially) as a Main Advantage of Pre-Training 
Deep Networks [Erhan et al. 2010]

- Using Autoencoders (e.g. rather than Restricted Boltzmann Machines) is
particularly Elegant/Economical, because Standard Supervised Learning
Algorithm is used to implement/emulate Self-Supervised Learning 81
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Deep Network
With pre-training

Neural Network
Without pre-training

Analysis of Differences between Deep Network
with and without Pre-Training [Erhan et al. 2010]
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Training/Evolution of Hypotheses

training

training

Local structure-focused dimensity reduction (tNSE) Global structure-focused dimensity reduction (ISOMAP)

training

training
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Gains

• (Significantly) Better Accuracy (upto 10% gain [Hinton 2009])
• Better Generalization (Regularization)
• Automatic Construction (Cascade Learning) of Hierarchical Abstractions/Features
• More Data Available for Training Autoencoders/Hidden Layers

– Does not need Labels because Self-Supervised/Unsupervised
– But Data should be from the same Domain to be learnt
– Relation with Transfer Learning

• But Pre-Training is less Used at this Moment
• Because other Techniques Optimizing Learning (Improving Generalization) are 

Efficient
– Preventing co-adaptation of feature detectors

» Randomly omitting half of the feature detectors
» Advanced Dropout

– Batch Normalization [Ioffe & Szegedy, 2015]
» Normalization of each layer unit

– Deep Residual Learning [He et al., 2015]
» Learning x -> x+y and not x -> y
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