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Recurrent
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#1 Limitation — Generation and #2 Limitation — Fixed Length

« Works OK
But:
« Fixed input (and output) length
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#1 Limitation — Generation and #2 Limitation — Fixed Length
Solution: Recurrent Network (RNN)

« Works OK
But:
« Fixed input (and output) length

Solution:

* Recurrent Network (RNN)
« Variable length
 Memorizes previous steps
* Predicts next step
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nodes ime
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Recurrent Network (RNN)

 Memorizes previous steps

« Can learn from previous step
* Predicts next step

« Canlearn sequences
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Recurrent Connexions
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Alternative (More Common) Notation
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RNN Prediction
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Training a RNN

y = Expected next note(x)

y.
y Training with ?
T * One example (x, y) = one note £
Or .,/’“‘)
h * One example (x, y) = one melody =
with x =y translated 1 step back
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RNN Generation

 lterated generation

« Note by Note

* Reinject Next Note to Produce Next Next Note
* Arbitrary Length
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RNNMelody

Input layer

Hidden layer Output layer

Current
Note Slice

Next
‘> Note Slice
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RNN - Iterative Feedforward — #1 Example
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Celtic Music

« Training Examples/Corpus:

* In ABC format (see later) -> Music21 -> representation

« 29 songs from the Session (htips://thesession.org/)

* In the same key (D major) and the same rhythm metric (4/4)

&« [¢] @& thesession.org ® 7w &
Signup RECORDINGS SESSIONS DISCUSSIONS
THE
Session
e

Failte

Search Tunes + for SEARCH ‘
The Session is a ity website dedicated to Irish traditional music.

You can find tunes to play, find sessions to play them in, and join in discussions about the music. You can also find events (like concerts and festivals), or

explore the track listings of recordings.
You can contribute too. If you're already a member, you can log in. If you're not yet a member, membership is free and it only takes a moment to sign up.
» Recent Activity...
Support The Session

The Session is a non-profit end . Your donations help to keep the site up and running.

1. Set up a recurring donation of

$ 20 § each month SISV

Or...

2. Make one-time donation SN

Elsewhere

onupdates on Twitter.
ion on Facebook.

3 Subscribe to The Session channel on YouTube.
** Join The Session group on Flickr.
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https://thesession.org/

Celtic Melodies
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Gradient Vanishing/Explosion
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LSTM (Long Short-Term Memory)
[Hochreiter and Schmidhuber, 1997]

* Protection of Memory by Gates

« (Gates are controlled by differentiable functions
« Thus subject to Training

« Training of the Meta-Level (Control)

writing erasing reading
control control control
l forget gate
," recurrent \\
\connexion !
Y Y
A Y N 4 _ . '
input | . L L output
input gate output gate
memory cell
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RNN - Iterative Feedforward — #2 Example

« EXx: Celtic melody generation [Sturm et al., 2016]

« Celtic Folk Music Corpus (Melodies)
« Text Encoding (ABC Notation)

X: 1

T: ACup Of Tea
R: reel

M: 4/4

L: 1/8

K: Amix
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RNN Celtic Melody Generation

» lterated generation
— Note by Note
— Arbitrary Length

« EXx: Celtic melody generation [Sturm et al., 2016]
« Celtic Folk Music Corpus (Melodies)

« Text Encoding (ABC Notation)

« Ex. of Melody Generated

Played by a human accordeonist

O
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#3 Limitation — Variability

* No Variability in the Generation

« Because Neural Networks are Deterministic

— Same Input -> Same Output
— Same First Note -> Same Whole Melody Generated

« Solution:
— Sampling

Jean-Pierre Briot Deep Learning — Music Generation — 2019
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#3 Limitation — Variability — Solution: Sampling

* |nput Representation: One-Hot Encoding
— Corresponds to a Piano Roll Representation

« Softmax Ouput Layer
« Classification Task (between possible Notes)

Note Note Probability
(one-hot)

B P(note=B| x) = 0.05
Bb P(note=Bb | x) = 0.24
A  P(note=A| x) = 0.07

Ab  P(note=Ab | x) = 0.53

C  P(note=C | x) = 0.03

hidden layer output layer
(softmax)
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Sampling

Deterministic Strategy:
— Choose the Class (Note/Pitch) with the Highest Probability
Sampling (Variability)

— Sample within Possible Notes (Classes) (following the Probability Distribution)

Note Note Probability
(one-hot)

B P(note=B| x) = 0.05
Bb P(note=Bb | x) = 0.24
A  P(note=A| x) = 0.07

Ab  P(note=Ab | x) = 0.53

C  P(note=C | x) = 0.03

hidden layer output layer
(softmax)
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RNN Can Have Ouput Different Than Input
Bach Chorale Counterpoint Generation — RNN Version

Input layer Hidden layer Output layer
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RNN Encoder-Decoder

Jean-Pierre Briot
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RNN Autoencoder : RNN Encoder-Decoder

Jean-Pierre Briot

Ym YM-1 y2 Y1

Decoder
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From Speech to Text [Chung et al., 2016]

Learning Targets X1 X2 X3 - XT

RNN hr: Vector
Encoder Representation z

.
= )= - @B
I
XT

T 1 1

X2 X3
I I I I Acoustic Features

WWW Audio Segment
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Translation
Sequence to Sequence

thought
vector
encoder halle wie geht - dir <[s>
I I I I I I
— — — — — — —_— — ~
I I I I I I I I I I
hello how are you <s> hallo wie geht es dir
decoder
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Translation

Google i

Traduction Désactiver la traduction instantanée o
Anglais Frangals Arabe Détecterlalangue ~ ".; Frangais Anglais Arabe ~ m

i g 0/5000

Saisissez

{ Encoder LSTMs 3

GPUS GPUS |

Sglayers
| GPU3
GPU2 GPU3§
GPU2 % GPUZé
GPU1 g GPUIE
i
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Variational RNN Encoder-Decoder
VRAE [Fabius and van Amersfoort, 2015]
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Data in latent space
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MusicVAE [Roberts et al., 2018]
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MusicVAE [Roberts et al., 2018]

* Hierarchical
— Conductor RNN
— Bottom RNN
« Longer term generation

e Structure

R

 Translation 3 g P e
 Interpolation (morphing) e
« Averaging of some points e e

« Addition or subtraction of an attribute vector capturing a given characteristic

— This attribute vector is computed as the average latent vector for a collection of examples
sharing that attribute (characteristic)

Jean-Pierre Briot Deep Learning — Music Generation — 2019 30



MusicVAE [Roberts et al., 2018]

« Averaging the latent space
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MusicVAE [Roberts et al., 2018]

« Comparing Interpolation o I
— In the data space (melodies) =

— In the latent space
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MusicVAE [Roberts et al., 2018]

« Comparing Interpolation
— In the data space (melodies)
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MusicVAE [Roberts et al., 2018]

https://lwww.youtube.com/watch?v=G5JT16flZwM

Jean-Pierre Briot Deep Learning — Music Generation — 2019



https://www.youtube.com/watch?v=G5JT16flZwM

MusicVAE [Roberts et al., 2018]

« Adding a high note density attribute vector
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BeatBlender in TensorFlow.js
MusicVAE [Roberts et al., 2018]

Jean-Pierre Briot

CUSTOMIZE BEATS

° XN wo Select Midi Out 4  ABOUT SAVE

https://lexperiments.withgoogle.com/ai/beat-blender/view/
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LatentLoops In TensorFlow.js
MusicVAE [Roberts et al., 2018]
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https://teampieshop.qgithub.io/latent-loops/
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